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Summary: Withthe 2008 release , SQL Server makes a major  advance in scalability for
data warehousing. It meet s the data warehouse needs of the largest enterprises more
easily than ever .SQL Server 2008 provides a range of integrated pro ducts that enable
you to build your data warehouse, and query and analyze its data . These include the
SQL Server relational database system, Analysis Services, Integration Services, and

Reporting Services . This paper introduces the new performance and manageability
features for data warehousing  across all these components . All thes e features
contribute to improved scalability.
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Introduction

Microsoft ® SQL Server E 2008 provides a comprehensive data warehouse platform. It

enables you to build and manage your data warehouse, and deliver insight to your

users, with a single, integrated product suite. It scales to meet the needs of  the largest
enterprises , in a way that empowers both your end users and your IT staff.

The numb er one focus of development in the SQL Server 2008 release was to improve

scalability across the entire product suite to comfortably meet the needs of large

enterprises . Her e, we 0ltHe faatnresramdd e nbancements wedve added to
improve your data  warehouse experience. Build. Manage. Deliver. SQL Server 2008 lets

you do it all, with ease.

Map of New Data Warehousing Features

The follow ing table shows the new scalability features in SQL Server 2008, and where
the y help with the activities th at surrou nd your data warehouse (DW).

Build Manage Deliver Insight
SQL Server MERGE statement Backup Star join performance
Relational ~ DBMS Change data capture compression Faster parallel query on
(CDC) partitioned tables
Minimally logged GROUPING SETS
INSERT Resource governor

Data compression
Partition -aligned indexed views

Integration Lookup performance
Services Pipeline performance
Analysis Services Backup MDX Query Performance:
Block Computation
Query and Writeback
Performance

Scalable Shared Database

Reporting Reporting scalability
Services Server scalability

Table 1: SQL Server 2008 improvements

This white paper briefly describe s the data warehousing enhancements in each of the
different components of SQL Server 2008, and how they help you gett he most from
your data warehouse . For full details on how to use these features , see SQL

Server 2008 Books Online (BOL)

SQL Server Relational DBMS DW Improvements

The SQL Server 2008 relational DBMS contains significant advances over earlier
rele ases, sothat it perform s better when you create, manage, and query large data
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warehouses . This section elaborate s on the relational DBMS data warehouse
improvements listed in Table 1.

Star Join

With dimensionally modeled data warehouses, a big part of you r workload typically
consists of what are known as  star join queries. These queries follow a common pattern
that joins the fact table with one or several dimension tables. In addition, star join

gueries usually express filter conditions against the non -key columns of the dimension
tables and perform an aggregation (typically SUM) on a column of the fact table (called
a measure column) . With SQL Server 2008, you will experience significant performance
improvements for ~ many star join queries that process a si gnificant fraction of fact table
rows.
The new technology employed is based on bitmap filters , also known as  Bloom filters
(see Bloom filter, Wikipedia 2007, http://en.wikipedia.org/wiki/Bloom_filter ). It allows
SQL Server to eliminate non  -qualifying fact table rows from further processing early
during query evaluation. This saves a considerable amount of CPU time compared to
guery processing technologies used by competing products. While your results  may
vary, we bve typicallrglatiena edatawanehaduse e query workloads experience
performance improvements of 15 -25% when using the new star join query processing
capability. Some individual queries speed up by a factor of seven or more.
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Figure 1: Star join query plan with join reduction processing for efficient DW

The new star join optimization uses a se

dimension table that participates. As a byproduct of building this
information, calleda  bitmap filter , is built. Bitmap filters are represented as boxes in
fJoin Reduction Info.0d0 These filters

Figure 1, labeled

the fact table, and effectively eliminate almost all th

later by the joins.

eliminated rows and probing the hash tables for them.
of this filtering within the fact table scan.

This eliminates the need to spend CPU time later co

orders the bitmaps during execution, putting the most selective one first,
and so forth. This saves more CPU time, because once a fact table
row fails a check against a bitmap, the row is skipped.

most selective one,

The new star join optimization is available in Micro soft SQL Serve
Edition. The query processor in SQL Server applies the optimiza  tion automatically to
gueries following the star join pattern when this is attractive in terms of estimated

query cost. You do not need to make any changes to your application to benefit from

this significant performance improvement.

Partitioned Table Parallelism

Woul dnodt

warehouse applications
which are often partitioned by date. In

ries of hash joins, building a has h table for each

hash table, additional

e rows that would be eliminated

pying the

The illustration shows the effect
The SQL Server 2008 query executor also re-

then the next

r 2008 Enterprise

you |l i ke to get the most power you
partitioned table parallelism (PTP) feature in SQL Server 2008 h

elpsyou do that. Data

typically collect large amounts of historical data in fact tables
SQL Server 2005, queries that touch more than

one partition use one thread (and thus one processor core) per partition. This

sometimes limit s the performance of

when running on parallel shared memor y multiprocessor (SMP)

queries that involv e partitioned tables , especially

computers with many

processor cores . Partitioned table parallelism improves the performance of parallel
guery plans against partitioned tables by better utilizing the processing power o f the
existing hardware , regardless of how many partitions a query touches. The feature
works by default without the need for manual tuning or configuration. The following
figure illustrates the impact of partitioned table parallelism in a typical data warehouse
scenario.

Partitioned

fact table:

Query Q1: ?/day window Query Q2: ? day window
Query Execution

Old Allocation:

Q2 executingon

SQL Server 2005

MNew Allocation:
Q2 executingon
SQL Server 2008
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Figure 2: Partitioned table parallelism.

Assum e that we have a fact table  representing sales data organized by sales date

across four partitions , each containing seven days of data, as shown in the top portion

of the figure. Query Q summarizes sales over  seven days. The query can touch different
partitions depending on when it is executed. This is illustrated by query Q1, which
touches a single partition P2 and by Q2 , which touches two partit  ions since the relevant
data at the time of execution spans P3 and P4.

Executing Q1 and Q2 in SQL Server 2005 may generate some unexpected behavior.
Because there is special -case logic that can allocate all threads to a single - partition
query, Qlresultsi na parallel planinvolving P3 that is processed by all available

threads (execution not shown in the figure). In the case of Q2, however, the executor

assign s a single thread each to partitions P3 and P4 (see Old Allocation in the figure)

even if the unde rlying hardware has additional threads available. Hence on an 8 -way
computer , Q2 utilize sonly 2/8 (25%) of the available CPU power and very probably
execute s much slower than Q1.

Execut ing Q1 and Q2 in SQL Server 2008 results in better utilization of the available
hardware , and thus in better performance as well as more predictable behavior. In the

case of Q1, the executor again assigns all available threads to process data in P2 (not

shown). Q2 result s in a parallel plan in which the executor assigns all available threads
to both P3 and P4 round  -robin style , producing the effect illustrated in the figure under
New Allocation. The CPU remains fully utilized and the performance of Q1 and Q2 are
comparable. Under this new round -robin allocation of threads  , the performance boost
provided by partitioned table parallelism becomes more pronounced the more processor
cores there are compared to the number of partitions affected by a query. When all
data accessed by a query is in the main memory buffer pool, whic h is typical for the
most recent partitions, wedvtmeoobmoeerininechaltesise edups of 16
for queries that touch two partitions . Actual results depend on the query, data
organization, and hardware configuration.

For details on the thread a  llocation strategy as well as on the manageability features of
partitioned table parallelism , see SQL Server 2008 Books Online

Partition -Aligned Indexed Views

Partition -aligned indexed views enable you to create and manage summary aggregates

in your relat ional data warehouse more efficiently , and use them in scenarios where you

coul dnét effectively use them bef orlneatypiGampr ovi ng query
scenario, you have a fact table that is partitioned by date. Indexed views (summary

aggregates) are d efined on this table to help speed up queries. When you switch in a

new table partition, the matching partitions of the partition -aligned indexed views

defined on the patrtitioned table switch too, and do so automatically.

This is a significant improvement over SQL Server 2005, where you must drop any
indexed views defined on a partitioned table before using the ALTER TABLE SWITCH
operation to switch a partition in or out of it. The partition -aligned indexed views
feature in SQL Server 2008 gives you the benefits of indexed views on large partitioned
tables, while avoiding the cost of rebuilding aggregates on an entire partitioned table.

These benefits include automatic maintenance of aggregates, and indexed view

matching (automatic query rewrite to use the aggregates to solve queries that refer
only to the base tables, not the aggregates). For more details on indexed views, s ee
Improving Performance with SQL Server 2 005 Indexed Views _ on Microsoft TechNet

Microsoft Corporation ©2007
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The following figure shows how aggregates move with base table partitions when
switching in a partition.

Partition-zligned

Partitioned Fact Table
Indexad View
([summary aggregate}
Agg(P1) Pl
Agg(P2) p2
Agg(P3) P3
Switchingin
f f partiti
gregates for New Partition of ;fi\:;:;n?n
New Partition Fact Table aggregatesn
for partition

Figure 3: Partition -aligned indexed views

GROUPING SETS

GROUPING SETS allow youto  write one query that produces multiple groupings and
returns a single result set. The result set is equivalent to a UNION ALL of differently
grouped rows. By using GROUPING SETS, you can focus on the different levels of
information (groupings) your busines s needs, rather than the mechanics of how to
combine several query results. GROUPING SETS enables you to write reports with
multiple grouping s easily, with improved query performance.

In this simple but typical example , using the AdventureWorksDW sample d atabase , you
may want to see the following aggregates for a specific reporting period:

i Total sales amountby  quarterand country
i Total sales amountby  quarter for all countries
1 The grand total

To get this result w  ithout GROUPING SETS, you must either run multiple queries or if
one result set is desired, use UNION ALL to combine these queries. With GROUPING
SETS, your q uery can be expressed like this:
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SELECT D.CalendarYear, D.CalendarQuarter, T.SalesTerritoryCountry
, SUM(F.SalesAmount) AS SalesAmount
FROM dbo.FactResellerSales F
INNER JOIN dbo.DimTime D ON F.OrderDateKey = D.TimeKey
INNER JOIN dbo.DimSalesTerritory T ON
F.SalesTerritoryKey = T.SalesTerritoryKey
WHERED.CalendarYear IN (2003,2004)
GROUP BY GROUPING SETS (
(CalendarYear, CalendarQuarter, SalesTerritoryCountry)
, (CalendarYear, CalendarQuarter)
0)
ORDER BY D.CalendarYear, D.CalendarQuarter, T.SalesTerritoryCountry

Typically, you display the result of this query as a type of pivot table, like this:
Country Period
Canada Mexico USA Totals
2007 Q1 1000 1000 5000 7000
Year, 2007 Q2 1000 1000 6000 8000
Quarter
2007 Q3 1200 1300 7000 9500
2007 Q4 1300 1400 8000 10700
Grand Total: 35200
Table 2: Output from a GROUPING SETS query, formatted as a pivot table

As the number of  possible groupings increases, the simplicity and performance benefits
provided by GROUPING SETS become even greater .

MERGE

The MERGE statement allows you to perform multiple Database Manipulation Language
(DML) operations (I  NSERT, UPDATE, and DELETE) on a table or view in a single
Transact -SQL statement. The target table or view is joined with a data source and the
DML operations are performed on the results of the join. The MERGE statement has

three WHEN clauses, each of whi  ch allow s you to perform a specific DML action on a
given row in the result set:

1 For every row that exists in both the target and the source, the WHEN MATCHED
clause allows youto UPDATE or DELETE the given row in the target table.

1 For every row that exist s in the source but not in the target, the WHEN
[TARGET] NOT MATCHED clause allows you to INSERT a row into the target.

1 For every row that exists in the target but not in the source, the WHEN SOURCE
NOT MATCHED clause allows youto UPDATE or DELETE the given row in the
target table.

You can also specify a search condition with each of the WHEN clauses to choose which
type of DML operation should be performed on the row. The OUTPUT clause for the
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MERGE statement includesa  new virtual column called $actio n, which you can use to
identify the DML action that was performed on each row.

In the context of data warehousing, the MERGE statement is used to perform efficient
INSERT and UPDATE operations for Slowly Changing Dimensions (SCD) and to maintain
the fact table in various common scenarios. The MERGE statement has better
performance characteristics than running separate INSERT, UPDATE , and DELETE
statements since it only requires a single pass over the data.

SQL Server 2008 also includes a powerful extensio n to the INSERT statement that
allowsitto consume rows returned by the OUTPUT clause of a nested INSERT, UPDATE,
DELETE, or MERGE statement s.

Suppose you have a DimBook table (ISBN , Price , IsCurrent ) that tracks the price
history and current price for ea ch book in a bookstore. Price changes and new book

additions are made on a weekly basis. Every week a source table WeeklyChanges
(ISBN , Price )is generated and these changes are appliedtothe DimBook table. A
row is inserted for each new book. Existing books whose prices have changed during

the week are updated with IsCurrent=0 and a new row is inserted to reflect the new
price. The following single T ransact -SQL statement performs these operations using the
new MERGE and INSERT capabilities.

INSERT INTO DimBook(ISBN, Price, IsCurrent)
SELECT ISBN, Price, 1
FROM
(
MERGE DimBook as book
USING WeeklyChanges AS src
ON (book.ISBN = src.ISBN and book.IsCurrent = 1)
WHEN MATCHED THEN
UPDATE SET book.IsCurrent =0
WHEN NOT MATCHED THEN
INSERT VALUES (src.ISBN, src.Price, 1)
OUTPUT $action, src.ISBN, src.Price
) AS Changes(action, ISBN, Price)
WHERE action = 'UPDAT E';

Change Data Capture

Change Data Capture (CDC) is one of the new data tracking features introduces in SQL

Server 2008. Mainly designed for data warehousing scenario s, Change Data Capture
provides an efficient mechanism to track and gather data changes m ade to user tables
and gives you access to change data in an easily consumable relational format.

Typically, you use CDC in an operational database  to capture changes for later

movement into your data warehouse. The availability of CDC in SQL Server elimin  ates
the need for using intrusive methods such as user triggers, timestamp columns , and
expensive qu eries to determine what changed in the operational system.

The auxiliary information gathered along with the change data allows CDC to provide
answ ers toa variety of questions. For e xample, hereisa set of questions for which CDC
can provide the answers efficiently

1 Iwant all rows that changed between 12:00 A.M. and 12:00 P.M.
1 I need to know whether a change is an insert, update , or delete .
1 For anupdated row, | want to know which column(s) changed
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2008

One of the scenarios  in which CDC can be extremely beneficial is Extract, Transform

and Load (ETL). With the explosion of data volume and shrinking maintenance windows

due to global operations, it is critical to optimize the ETL process. Change Data Capture
provides you with a very efficient way to extract changes on an incremental basis ,

reducing overall ETL processing time.

The following diagram provides an overview of the components that make up Change

Data C apture.

User Table
W Name 2ip
1 Mary 20002

ETL Application\CDC consumer

Figure 4:Change Data Capture

CDC uses a capture job to extract changes from the SQL
populate change tables. The CDC API allows you to write an application to get

information from change tables. You can use this in your ETL packages. The CDC
cleanup job removes information that is no longer needed

Minimally Logged INSERT

In general, when you write data to a database, you

write the data to disk only once in some importan

Server transaction log, and

from change tables.

must write it to disk twice: once to
the log, and once to the database itself. This is because the database system uses an
undo/redo log so it can rollback or redo transactons when needed. But
t cases that involve inserting data into
This is what the new

existing tables, thereby speeding up your ETL processes.

minimally logged INSERT feature does in SQL Server 2008.

Minimal logging consists  of logging only the information that is required to rol Iback the
transaction without supporting point -in-time recovery. Minimal logging is only available
under the bulk logged and simple recovery models. When a minimally logged

transaction is committed, a checkpoint is issued to flush the dirty data pages to d isk

and truncate the log. Minimal logging greatly improves large scale INSERT operations
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